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ABSTRACT

Test execution needs change frequently due to software updates, making fixed test case prioritization
unreliable. Unnecessary test runs and delays in finding faults occur because static methods do not adjust
when new defects appear. Reordering test cases dynamically based on changing conditions can improve
prioritization. A model that updates test rankings using past execution patterns, uncertainty estimation, and
retraining triggers is introduced in this study as Adaptive Deep Reinforcement Learning-Driven Test Case
Prioritization (ADRL-TCP). Long Short-Term Memory (LSTM) combined with a Double Deep Q-Network
(DDQN) stores test effectiveness across multiple cycles. Test cases are ranked based on their likelihood of
revealing failures using Bayesian uncertainty estimation. Prioritization is updated without restarting the entire
learning process through incremental retraining. In continuous integration environments, the model is tested
and compared to Reinforcement Learning for Test Case Prioritization (RL-TCP) and Prioritized Experience
Replay Based on Dynamics Priority (PERDP). Finding failures requires fewer test executions, and faults are
detected earlier using ADRL-TCP. Past outcomes and recent changes influence test rankings due to the
memory-based learning approach. High-risk test cases receive earlier execution because prioritization is
adjusted based on uncertainty awareness. Reducing test overhead while maintaining fault detection
consistency in continuous testing environments is possible through ADRL-TCP, which adjusts as software
evolves. Risk-aware ranking, adaptive retraining, and learning-based memory integration improve test
prioritization, as observed in these findings.

Keywords: Test Case Prioritization, Deep Reinforcement Learning, Continuous Integration, Uncertainty

Estimation, Adaptive Learning, Automated Retraining, Software Testing, Fault Detection.

prioritization method that does not update its
ranking may run outdated or less relevant test

LR LR D L cases. An adaptive model that adjusts test

Software in continuous integration systems execution order based on real-time conditions is
changes frequently, making test case prioritization required [2]. Deep Reinforcement Learning (DRL)
difficult. Traditional prioritization techniques models learn from execution history and software
follow fixed rules and do not adjust when software changes, allowing test prioritization to respond
modifications occur. These methods rely on past dynamically [3]. Test scheduling should focus on
test outcomes, coverage data, or predefined fault-prone areas while avoiding redundant
heuristics. As a result, they may schedule execution. Prioritization models that adapt over
unnecessary test cases or overlook fault-prone time can reduce unnecessary testing and improve
areas [1]. Testing costs vary between cycles, and scheduling efficiency. DRL provides a learning-
defects appear in different patterns over time. A based approach where test execution order updates

e
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continuously as new data becomes available [4].
Frequent software changes introduce new faults,
making fixed test prioritization strategies
ineffective. The challenge is to order test cases in
a way that detects defects early while maintaining
execution efficiency. Test case ranking must
balance cost, execution time, and fault detection
potential.

Traditional prioritization methods do not
consider real-time execution feedback. A system
that learns from past results and adapts
prioritization based on current software
modifications can improve fault detection rates [1].
Reinforcement  learning-based  prioritization
methods update test rankings dynamically, but
training requires computational resources.
Retraining  models  continuously  without
increasing system overhead is a major challenge
[5]. Uncertainty in test execution results adds
another layer of complexity. A prioritization model
must estimate how likely a test case is to detect a
fault before execution. Methods that do not
account for this may run unnecessary tests,
increasing overall execution time. An uncertainty-
aware ranking system that adjusts test order based
on changing software characteristics is needed [6].
This research introduces a Deep Reinforcement
Learning (DRL) framework that adjusts test case
prioritization dynamically. The model will
incorporate memory-based learning to retain past
execution trends, allowing prioritization to reflect
long-term software behavior [2]. Uncertainty
estimation will be integrated to assess test
prioritization confidence. Test cases with high
uncertainty will be prioritized to improve decision-
making. The system will avoid redundant test
execution by learning from previous prioritization
errors [7]. Automated retraining mechanisms will
enable the model to update prioritization without
manual intervention. When software undergoes
major changes, the model will adjust its rankings
accordingly. This approach ensures test scheduling
remains relevant without requiring frequent human
input [4]. The DRL framework will be designed for
continuous integration environments, ensuring
prioritization updates in real time. Test
prioritization strategies will be evaluated based on
execution efficiency, fault detection rate, and
computational cost. The research will explore how
DRL-based prioritization compares to traditional
methods in handling evolving test execution needs

[1].
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2. RELATED WORK

Test case prioritization in continuous integration
environments follows different approaches.
Reinforcement learning dynamically adjusts test
execution order, deep learning recognizes
execution patterns, and machine learning ranks test
cases based on past performance. Decision-based
testing assigns importance based on software
control-flow dependencies.

Reinforcement learning models update
prioritization based on software changes.
Kongarana et al. [2] use a nonlinear approach that
adapts rankings based on fault likelihood but
demands high processing power. Bagherzadeh et
al. [7] employ Q-learning for test reordering,
though frequent retraining increases computational
costs. Nguyen et al. [8] apply a policy-driven
model based on execution time and failure
probability but lack uncertainty estimation,
affecting prioritization accuracy. Experience
replay mechanisms refine prioritization by
learning from past failures. Li et al. [9] store failure
patterns to improve ranking but require additional
memory. Jiang et al. [ 10] prioritize test cases using
past results, though scalability remains a concern
in large test suites. Classifier-based ranking
techniques  assign  test execution order
dynamically. Rosenbauer et al. [11] describe a
model that updates ranking rules based on past
execution, reducing reliance on fixed heuristics.
Rosenbauer et al. [12] extend this by integrating
experience replay but still depend on historical
data, limiting adaptability to new test cases.
Reward-based reinforcement learning prioritizes
test cases based on fault severity. Li et al. [13]
introduce weighted rewards for critical defects,
though access to complete fault data is not always
feasible.

Deep learning models classify test cases
based on execution similarity. Jabbar et al. [14] use
neural network embeddings, requiring large
datasets. Abdelkarim et al. [15] apply
convolutional and recurrent networks to automate
ranking but increase computational overhead.
Sharif et al. [16] replace manual prioritization with
deep networks, though handling new test cases
without prior history remains a challenge. Machine
learning-based ranking minimizes redundant
testing. Khan et al. [17] use unsupervised
clustering to group test cases but struggle with
real-time adjustments. Sharma et al. [18] apply
supervised learning for ranking but require labeled
execution data, complicating integration into
dynamic environments. Decision-based
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prioritization assigns nkings based on test impact.
Pranger et al. [19] and Shi et al. [20] assess test
case influence on critical software decisions but
rely on static ranking criteria.

Most models depend on historical execution
data. Reinforcement learning requires frequent

retraining, increasing computational  costs.
Experience replay improves adaptability but
demands more processing power. Several

challenges remain. Many methods assume fault
patterns remain constant, yet software evolves
unpredictably. Some models do not quantify
uncertainty, leading to prioritization errors.
Frequent retraining burdens reinforcement
learning-based approaches, while deep learning
models require large datasets. Handling new test
cases without execution history remains
unresolved. A hybrid model combining
reinforcement learning with machine learning
could improve efficiency. Uncertainty-aware
ranking may refine prioritization, ensuring early
execution of high-risk test cases. Integrating
multiple prioritization strategies could enhance
scalability and adaptability.

3. METHODS AND MATERIALS

This section describes how the Adaptive Deep
Reinforcement Learning-Driven Test Case
Prioritization (ADRL-TCP) model arranges test
execution order based on real-time software
changes. The model processes test results,
evaluates uncertainty, and updates prioritization
dynamically. A reinforcement learning agent ranks
test cases using past execution data, while a

memory-based learning module retains
prioritization  patterns to avoid repeated
misclassification. An uncertainty estimation

mechanism detects high-risk test cases, ensuring
adjustments to test schedules. An automated
retraining system monitors software changes and
updates prioritization only when necessary,
reducing unnecessary computational costs. The
mathematical formulation defines how
prioritization follows a structured decision-making
process, using experience replay and adaptive
updates to refine ranking decisions. A reward
function helps balance early fault detection with
minimal redundant executions. The section also
explains how the model integrates with continuous
integration environments, retrieving test execution
logs and refining prioritization based on real-time
test outcomes. Performance evaluation focuses on
how prioritization strategies respond to evolving
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software states, ensuring fault detection remains
efficient over multiple test cycles.

3.1 Architectural Overview

The Adaptive Deep Learning-Driven Test Case
Prioritization (ADRL-TCP) model adjusts test case
execution order dynamically by analyzing
software changes in real-time. Shown in Figure 1,
the architecture includes four key components:
Deep RL agent, memory-based learning,
uncertainty quantification, and an automated
retraining mechanism. These modules function
together to track software modifications, rank test
cases, determine confidence levels in
prioritization, and update the model when
significant variations appear.

Deep RL Agent: The agent processes software
state inputs and generates a ranked sequence of test
cases. Software stability indicators, historical test
outcomes, and code modifications make up the
state representation. The action space ranks test
cases based on the likelihood of fault detection.
The reward function discourages unnecessary
executions and reinforces sequences that expose
faults earlier.

Memory-Based Learning: A Double Deep Q-
Network (DDQN) with an integrated Long Short-
Term Memory (LSTM) network stores past
prioritization patterns. The model identifies
recurring fault trends and prevents ineffective
prioritization by maintaining long-term memory.
An experience replay mechanism retains previous

prioritization decisions, ensuring that test
outcomes from recent runs do not dominate
learning.

Uncertainty Quantification: Confidence

estimation for test case rankings is performed
through a Bayesian deep learning framework.
Monte Carlo dropout sampling produces multiple
prioritization outputs, and variations in these
predictions determine uncertainty levels. Test
cases with high uncertainty are prioritized to
ensure that fault-prone but unpredictable tests
receive early execution.

Automated  Retraining  Mechanism: A
monitoring system based on threshold detection
observes changes in test failure patterns. When
significant shifts in software behavior occur,
incremental learning updates the prioritization
model instead of full retraining, reducing
computational load. The model updates test
ranking strategies based on newly available
execution data, aligning prioritization with recent
software modifications.
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Figure 1 demonstrates the interactions between
these components, illustrating how input state
processing leads to prioritization, confidence

estimation, memory storage, and retraining
decisions.
ADRL-TCP Architecture
Uncertainty Quantification
Estimates confidence in rankings [(L?\
\
'
Memory-Based Learning
Stores past patterns and trends

Deep RL Agent

Processes inputs and generates
rankings

Dynamic ordering of lest cases

Figure 1: Architecture Diagram Of The ADRL-TCP

3.2 Model Formulation

The Adaptive Deep Reinforcement Learning-
Driven Test Case Prioritization (ADRL-TCP)
model structures test case prioritization as a
Markov Decision Process (MDP), where the goal
is to reorder test cases dynamically based on
predicted fault likelihood. This approach adjusts
prioritization according to real-time software
changes, ensuring that fault-prone areas receive
attention early in the testing cycle.

State Representation: A software
environment undergoes constant changes,
influencing test case importance. The model
extracts key features from CI/CD logs, test
execution history, and code modifications, forming
a state representation at time ¢, denoted as Eq 1

S, =[c,. 1, H,,7,] --(Eq 1)
where ¢, represents changes in the

source code, including modified files and commit
frequency. r, includes execution time and prior

test results. m, holds test execution history,
capturing pass/fail patterns and defect recurrence.
v, reflects external software factors like

dependency shifts and update frequency. Each
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feature undergoes normalization using the
transformation Eq 2
X=X,
Xporm = ———min___ (Eq 2
o Xmax = Xmin ( q )

to keep values within a consistent range
for neural network processing.

Action Space: The model ranks test cases
dynamically by adjusting their execution order.
The prioritization sequence is defined as Eq 3

n
T = argmaxz F(ti)
g i=1

E(t;)
where £ (;;) estimates the probability of

(Eq 3)

a test case exposing faults, and £ (;;) represents

execution cost. This structure ensures that test
cases with a higher fault detection potential receive
priority, while redundant or low-impact tests are
delayed.

Reward Function: A reward function
directs the learning process by reinforcing
prioritization choices that lead to early fault
detection and penalizing actions that increase
execution time without contributing valuable
information. The function follows Eq 4

k k
R(s.a)=4 Y F(t}) =5 Y E(t)~/D(r) ...(Eq 4)
i=1 i=1

where k represents the number of test
cases executed within a time window, b (z)
introduces a penalty when redundant executions
occur, and 4,2,,2, control the balance between
fault detection, execution cost, and redundancy. A
positive reward is assigned when faults appear
early in the sequence, and penalties discourage
wasteful test executions.

Learning Strategy: A Double Deep Q-
Network (DDQN) drives the learning process,
enabling the model to predict the impact of
different prioritization decisions. The Q-value
function updates as Eq 5

Q(s,a)eQ(s,a)m[R(s,apyn?xg(sv,av)-g(s,a)}

...(Eq 5)
where @ controls the learning rate, and
7 adjusts how much future rewards influence
current decisions.
Experience replay improves stability by
storing past transitions (s,a,r,s) in memory: Eq 6

D« D U(s,,a,,r,,sHl) ....(Eq 6)
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This mechanism prevents overfitting to
recent data and promotes generalization. The
model triggers retraining when a significant shift
in software characteristics is detected. A
divergence threshold A monitors changes in fault
patterns, and retraining is initiated if Eq 7

k
Z‘Fnew(ti) —Foud (Zi)‘ >A ""(Eq 7)
i=1

This ensures that the prioritization
strategy remains relevant as the software evolves.

4. EXPERIMENTAL STUDY

The experimental study examines how Adaptive
Deep Reinforcement Learning-Driven Test Case
Prioritization (ADRL-TCP) adjusts test execution
in continuous integration settings. The evaluation
uses the TCP-CI dataset, capturing real-time test
data through Jenkins and GitHub Actions. ADRL-
TCP is compared with Prioritized Experience
Replay Based on Dynamics Priority (PERDP) [9]
and Reinforcement Learning for Test Case
Prioritization (RL-TCP) [1] using three key
metrics: Average Fault Detection Rate (AFDR),
Time to First Failure (TTFF), and Fault Exposure
Efficiency (FEE). The study measures how each
model updates prioritization in response to
software changes, manages execution cost, and
identifies faults early. ADRL-TCP incorporates
memory-based learning,  uncertainty-aware
ranking, and incremental retraining, allowing
prioritization to adjust without requiring frequent
model updates. PERDP maintains a structured
learning process but lacks uncertainty estimation,
while RL-TCP depends on immediate test
outcomes without retaining prioritization patterns.
The results analyze fault detection consistency, test
execution overhead, and prioritization stability
across different test cycles, providing insights into
how ADRL-TCP schedules test cases in dynamic
environments.

4.1 Dataset Preparation

Test execution data comes from the TCP-CI (Test
Case Prioritization in CI Contexts) dataset [21],
which tracks test cases, execution logs, and defect
reports in continuous integration settings. This
dataset includes historical test outcomes, execution
times, and fault detection records across different
software versions. It provides test ranking inputs
for evaluating prioritization models under varying
conditions. A PyTorch-based reinforcement
learning framework runs the prioritization process.
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The model connects with Jenkins and GitHub
Actions, retrieving real-time test execution logs
and adjusting rankings based on test failures and
software updates. After each test cycle,
prioritization decisions update dynamically. The
Adaptive Deep Reinforcement Learning-Driven
Test Case Prioritization (ADRL-TCP) model is
compared with Prioritized Experience Replay
Based on Dynamics Priority (PERDP) [9] and
Reinforcement  Learning for Test Case
Prioritization (RL-TCP) [1]. The evaluation
examines how each model adjusts test execution
order, detects faults early, and minimizes
redundant testing. PERDP [9] prioritizes test cases
using an experience replay mechanism, where past
test failures influence ranking decisions. RL-TCP
[1] applies reinforcement learning but does not
retain past prioritization results. ADRL-TCP
incorporates  memory-based learning and
uncertainty estimation to improve test ordering
decisions across multiple test cycles. Test
prioritization sequences from each model are
recorded. Fault detection rates, ranking stability,
and execution overhead are monitored over
repeated test runs. Results show how prioritization
models perform in different software update
conditions.

4.2

Average Fault Detection Rate (AFDR): The
percentage of total faults detected early in the test
execution sequence. A model prioritizing fault-
prone tests at the start of execution achieves higher
AFDR values.

Time to First Failure (TTFF): The
number of test executions required to identify the
first failure. A lower TTFF indicates that fault-
prone test cases are scheduled earlier.

Fault Exposure Efficiency (FEE): The
distribution of fault detection across test
executions, balancing detection rate and execution
time. Higher values show that a model prioritizes
faults without increasing testing effort.

Performance Metrics

Each model’s results are evaluated using
these three metrics. Statistical tests validate
differences in prioritization efficiency. ADRL-
TCP’s use of memory-based learning and
uncertainty estimation is analyzed to determine
how it influences test ranking adjustments over
multiple software updates.

4.3 Results & Discussion

The Adaptive Deep Reinforcement Learning-
Driven Test Case Prioritization (ADRL-TCP)
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model was compared against Prioritized
Experience Replay Based on Dynamics Priority
(PERDP) [9] and Reinforcement Learning for Test
Case Prioritization (RL-TCP) [1]. The evaluation
measured Average Fault Detection Rate (AFDR),
Time to First Failure (TTFF), and Fault Exposure
Efficiency (FEE).

Table 1 presents the performance metrics
for all models. ADRL-TCP achieved an AFDR of
92.4%, detecting faults earlier than PERDP
(87.1%) and RL-TCP (78.3%). The TTFF for
ADRL-TCP was 3.2 test executions, lower than
PERDP (4.5) and RL-TCP (6.7), meaning it
reached the first failure more quickly. FEE was
highest in ADRL-TCP (89.7%), followed by
PERDP (83.4%) and RL-TCP (74.2%), indicating
that ADRL-TCP optimized fault detection while
keeping unnecessary test execution minimal.

Table 1: Performance Comparison of ADRL-TCP,
PERDP, and RL-TCP

ADRL-TCP 92.4 32 89.7

PERDP 87.1 45 83.4

RL-TCP 78.3 6.7 74.2
Figure 2 shows that ADRL-TCP

prioritizes fault-prone test cases more effectively
than PERDP and RL-TCP, with a consistently
higher AFDR. Figure 3 visualizes TTFF
comparisons, highlighting how ADRL-TCP
reduces the number of test executions needed to
find the first failure. Figure 4 illustrates FEE
comparisons, showing how  ADRL-TCP
efficiently balances fault detection with execution
cost.

AFDR Comparison (Pie Chart)

RL-TCP

ADRL-TCP

30.4%
35.8%

PERDP

Figure 2: The comparing AFDR across ADRL-TCP,
PERDP, and RL-TCP models
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The memory-based learning mechanism
in ADRL-TCP contributed to improved
prioritization over PERDP and RL-TCP, allowing
fault detection patterns to influence future test
rankings.

Figure 5 and figure 6 Model Adaptability
& Uncertainty Analysis To test model adaptability,
experiments introduced frequent software changes
across multiple test cycles. ADRL-TCP adjusted
test case rankings dynamically, incorporating new
test execution data while maintaining prioritization
stability. PERDP exhibited a slower adaptation
rate, as its experience replay mechanism relied on
past data, and RL-TCP showed greater
prioritization fluctuations due to the absence of
long-term memory storage. The Bayesian-based
uncertainty estimation in ADRL-TCP allowed the
model to rank test cases based on risk. Test cases
with higher uncertainty were executed earlier,
improving fault exposure efficiency. PERDP
lacked uncertainty-based ranking, occasionally
misprioritizing test cases, while RL-TCP only
relied on past execution patterns, ignoring
uncertainty factors shown in table 2.

TTFF Comparison (Line Chart)

TTFF (Tests)
wun wun [=2]
o u o

i
w

4.0F

35r

ADRL-TCP PERDP RL-TCP

Figure 3: The comparing TTFF across
ADRL-TCP, PERDP, and RL-TCP models
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FEE Comparison (Spider Chart)

Figure 4: The Comparing FEE Across
ADRL-TCP, PERDP, And RL-TCP Models

Table 2: Adaptability and Uncertainty

Analysis of ADRL-TCP, PERDP, and RL-TCP

ADR  High Integrated Dynamic
L-
TCP
PER Medium Not Moderate
DP Considered
RL- Low Not Reactive
TCP Considered
Prioritization Stability (Ladder Che
95,0 =i
92.5
90.0
L 875
250 %
a
8825
80.0
715
750 I I &
ADRL-TCP PERDP RL-TCP

Figure 5: Ladder chart showing prioritization
stability over multiple test cycles for ADRL-TCP,
PERDP, and RL-TCP

6642

Uncertainty-Based Prioritization Effectiveness (Bar Chart)

= [= (=3
= =3 S

Effectiveness (%)

~
=

ADRL-TCP PERDP RLTCP

Figure 6: Bar chart comparing the
uncertainty-based prioritization effectiveness of
ADRL-TCP, PERDP, and RL-TCP

An evaluation was conducted to measure
the computational cost of incremental retraining
versus full retraining as shown in figure 7. ADRL-
TCP implemented incremental learning, updating
prioritization without full retraining. PERDP relied
on batch updates, leading to longer processing
times per training cycle, while RL-TCP required
frequent full retraining, consuming more
computational resources. A scalability test was
performed by increasing the dataset size. ADRL-
TCP maintained stable prioritization efficiency,
while PERDP exhibited longer processing delays,
and RL-TCP's performance decreased due to
excessive retraining cycles table 3.

Table 3: Retraining Efficiency and
Computational Cost for ADRL-TCP, PERDP, and RL-

CcP

AD | Increm 12.5 320 High
RL- ental

TCP
PER | Batch 18.7 410 Medium
DP

RL- Full 25.3 550 Low
TCP
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Retraining Time Across Different Dataset Sizes (Line Chart)
55

= v =3 w =)

Retraining Time (Hours)

~
L

2.0t L L
ADRL-TCP PERDP RL-TCP

Figure 7: Line chart comparing retraining
time across different dataset sizes for ADRL-TCP,
PERDP, and RL-TCP

The results demonstrate that memory-
based learning and uncertainty-aware ranking
improved ADRL-TCP’s prioritization
performance. The model consistently achieved
better fault detection rates, reduced test execution
needs, and dynamically adapted to software
changes, outperforming PERDP and RL-TCP
across all evaluation criteria.

5. CONCLUSION

This research introduced a reinforcement learning-
based test case prioritization model that adapts to
changing software conditions. The model
integrates memory-based learning and uncertainty-
driven ranking, adjusting test execution order
based on evolving fault patterns. A real-time
prioritization framework was implemented within
CI/CD pipelines, ensuring continuous updates in
response to new test results. The evaluation
compared the model with PERDP and RL-TCP,
showing improvements in fault detection and
prioritization stability. Future work can explore
multi-objective optimization to balance test
execution cost and fault severity. Applying
federated learning-based prioritization can allow
the model to function across distributed
development teams while maintaining data
privacy. Adapting the model for microservices and
containerized applications can help manage
complex test dependencies and shifting execution
environments. These extensions can improve
prioritization for large-scale and continuously
evolving software systems.
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