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ABSTRACT

Real-world biomedical data streams are dynamic, high-dimensional, and often unlabeled, making concept
drift detection extremely challenging. This study introduces DWMECIlust, a hybrid unsupervised
framework that integrates Deep Embedded Clustering (DEC) for robust representation learning with
Dynamic Weighted Majority (DWM) for adaptive ensemble decision-making. This paper evaluate
DWMECIlust on three benchmark datasets—MIMIC-III/IV (ICU time-series), UK Biobank
(genomic/clinical data), and MedMNIST (medical images)—against state-of-the-art unsupervised ensemble
approaches (DWM, Learn++, and EDDC). Results demonstrate that DWMECIlust achieves Precision up to
0.89, Recall up to 0.86, F1-score of 0.87, and Accuracy of 0.91, while also reducing memory usage by 40%
and execution time by up to 45%. These findings confirm that DWMECIlust provides a scalable, noise-
resistant, and real-time solution for drift detection in high-dimensional biomedical streams, enabling more
reliable patient monitoring and decision support.
Keywords: Unsupervised Concept Drift Detection, High-Dimensional Data Streams, Dynamic Weighted
Majority, Deep Embedded Clustering, Biomedical Streaming Data, Ensemble Learning, Drift
Adaptation, MIMIC-III, UK Biobank and MedMNIST

arriving continuously. In these contexts,

1. INTRODUCTION unsupervised learning is essential because
labeled data is scarce or expensive to acquire. A
The exponential expansion of real-time data key challenge is the curse of dimensionality,
streams in industries like healthcare, banking, where increasing feature dimensions lead to
and cyber security in recent years has made the sparsity, ~ noise  sensitivity, and  poor
creation of intelligent systems with the capacity generalization. Addressing these challenges
for ongoing learning and adaptation necessary. requires models that combine scalable
Concept drift, a change in the distribution of representation learning with adaptive, label-free
underlying data over time, is one of the major drift detection mechanisms.
problems in these kinds of settings. If it is not
identified and dealt with right away, it can impair In unsupervised learning environments, when
machine  learning  models' effectiveness. labeled data is either unavailable or too
Conventional models are not appropriate for expensive to acquire, the issue becomes far more
dynamic contexts where predicted accuracy must complicated . In these situations, intrinsic
be maintained in the face of changing data patterns and data representations—rather than
patterns because they presume a static data explicit feedback or annotations—must be used
distribution [1]. Concept drift refers to changes for drift detection [1]. Additional problems are
in the underlying statistical distribution of data also introduced by high-dimensional data
over time, which can reduce model accuracy if streams, as those encountered in biomedical
not addressed. High-dimensional data streams domains. These datasets are vulnerable to the
contain thousands of features, such as genomic curse of dimensionality, noise, and sparsity since
sequences, ICU vitals, or medical images, they frequently contain hundreds or thousands of
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features, ranging from multi-modal medical
images to time-series patient vitals and genomic
sequences. Under these circumstances, standard
drift detection techniques are unable to scale well
and frequently miss tiny or non-linear drifts in
real time [2] [3]. Strong, scalable, and label-free
drift detection mechanisms that perform well in
high-dimensional and noisy environments are
desperately needed as biomedical applications—
like patient monitoring and diagnostic
modeling—rely more and more on automated
systems for crucial decision-making. Even
though concept drift detection has advanced
significantly, existing unsupervised techniques
frequently have a number of drawbacks when
used with high-dimensional data streams [4]:

o Inadequate Representation Learning: The
majority of current approaches rely on
statistical techniques or shallow grouping,
which are unable to identify latent drift
indicators and non-linear patterns in high-
dimensional landscapes.

e Poor Adaptability: Ensemble-based
methods that lack adaptive weight control
are frequently inflexible and sluggish to
react to abrupt or slow changes in the
distribution of data.

e Scalability Bottlenecks: Conventional drift
detection methods' implementation in real-
time biomedical applications is hampered by
their high memory consumption and
processing complexity.

e Absence of Label Feedback: In real-world
streaming scenarios, labeled data is
necessary for retraining or evaluation in

many ensemble-based drift detection
techniques, which makes them
impracticable.

In order to address these issues, this study
suggests DWMEClIust, a hybrid framework that
combines Dynamic Weighted Majority (DWM)
[7] [8] for adaptive ensemble learning with Deep
Embedded Clustering (DEC) [5] [6] for efficient
dimensionality reduction. This framework
provides an unsupervised, scalable, and noise-
resilient solution for concept drift detection in
high-dimensional data streams.

2. RELATED WORK

If left unchecked, concept drift—a term that
describes how the statistical characteristics of

data change over time—can negatively impact
machine learning models' performance. These
drifts, which might be abrupt, slow, recurrent, or
progressive,  present  serious  difficulties,
particularly in situations involving streaming
data. The lack of labeled data in unsupervised
contexts makes it more difficult to detect such
drifts. The necessity for reliable unsupervised
drift detection techniques that perform well in
real-time settings has been brought to light by
recent surveys. Labeled data is frequently used
in traditional drift detection techniques, which is
unsuitable in many real-world situations.
Unsupervised techniques that track modifications
in data distributions without the need for labels
have been created in order to address this. To
identify drifts, the Margin Density Drift
Detection (MD3) algorithm, for example,
monitors the density of data points close to the
decision boundary. Another method, DriftLens,
analyzes changes in model embeddings to
identify drifts in unstructured data using deep
learning classifiers. By merging several models
to increase robustness, ensemble approaches
have been widely employed to address idea drift.
The ensemble can adapt to shifting data
distributions thanks to the Dynamic Weighted
Majority (DWM) algorithm, which dynamically
modifies the weights of base learners based on
their performance. Another ensemble approach
that can be used in non-stationary contexts is
Learn++ [15] [16], which learns from fresh data
progressively. To improve adaptability, the
Ensemble with Drift Detection and Correction
(EDDC) [17] [18] incorporates explicit drift
detection algorithms into the ensemble structure.
Deep learning models have been used for drift
detection in high-dimensional data because of
their capacity to recognize intricate patterns.
Changes in reconstruction error might reveal
possible drifts, and autoencoders, for instance,
can capture the underlying structure of data [19]
[20]. Deep Embedded Clustering (DEC) is a
technique that effectively detects unsupervised
drift by combining deep learning with clustering
to learn feature representations and cluster
assignments at the same time [21] [22]. To
prevent false positives, these techniques might
need to be carefully adjusted and can be
computationally demanding.

Several recent efforts in unsupervised concept
drift detection inform the development of hybrid
methods like DWMECIlust. For example, a
recent benchmark study evaluates seven fully
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unsupervised detectors on real-world data,
offering comparative performance insights
across domains. Komorniczak and Ksieniewicz
(2024) [23] propose an unsupervised drift
detector leveraging parallel activations of
untrained neural networks, demonstrating strong
adaptability in high-dimensional environments.
Similarly, the VAE4AS framework Doshi and
Bifet (2024) [24] integrates variational
autoencoders with dual drift detection to
effectively identify anomalies in streaming data.
Together, these works highlight the potential of
combining deep representation learning with
adaptive drift detection—an approach central to
DWMEClust.

3. Proposed Method: DWMECTust
Framework

3.1 Overview of DWMEC]lust Architecture

For identifying idea drift in high-dimensional,
dynamic  data  streams, the suggested
DWMECIlust system (Dynamic Weighted
Majority Ensemble with Deep Embedded
Clustering) offers a sophisticated unsupervised
hybrid architecture. The Deep Embedded
Clustering (DEC) model, which makes use of
deep  neural networks'  representational
capabilities to carry out simultaneous non-linear
feature extraction and clustering in a low-
dimensional latent space, and the Dynamic
Weighted Majority (DWM) ensemble learning
mechanism, which is renowned for its real-time
adaptability and  robustness in  online
environments, are two potent paradigms that
work in concert. DWMECIust fundamentally
tackles two major issues in unsupervised drift
detection:

e High Dimensionality and Sparsity:
Thousands of features are frequently present
in raw data streams, particularly in
biomedical and Internet of Things
applications (e.g., lab test results, genetic
sequences, physiological signals). The curse
of dimensionality, redundancy, and noise
make it difficult to identify (damage) drift
when operating directly in this space. To
counteract this, DEC uses a stacked deep
autoencoder to convert each high-
dimensional input instance xt€ERD into a
compressed, informative  representation
zt€Rd (where d<«Dd). After that, the

clustering layer uses Student's t-distribution
to model similarities for unsupervised
assignment to latent groups.

e Adaptive Drift Detection without Labels:
Conventional concept drift detectors have
trouble measuring changes in the data
distribution when labeled data is not
available. The pool of weak learners {hi}
maintained by DWM, which has been
modified for unsupervised learning, is
assessed for predictive usefulness using
internal  validation metrics and proxy
performance indicators derived from
clustering confidence (e.g., silhouette score
trends, KL divergence between cluster
assignments).  Each learner's weight is
dynamically modified:

_ {wi (t). B, if learner h; shows degraded performance

w; (1), otherwise

Where, B€(0,1) is a decay parameter.

The DWMEClust pipeline operates iteratively
on streaming data batches or instances. For
each time step t:

e The input x; is embedded into latent
space z; via the encoder fy(*).

e The clustering layer qq(-)assigns z; to
soft clusters based on latent affinity.

e The ensemble of base learners
consumes z;, each generating an
unsupervised proxy prediction.

o Learner weights are updated based on
agreement with cluster consistency and
internal structure.

e  Concept drift is inferred from:

o Sudden shifts in cluster
centroids

o Divergence in learner weight
distributions

o Increased reconstruction loss
or entropy in clustering
assignments

By decoupling high-dimensional complexity
from adaptive decision-making, DWMEClust
enables efficient, real-time and robust concept
drift detection without requiring labeled data,
making it especially suitable for biomedical
applications like patient monitoring, disease
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progression analysis and longitudinal health
surveillance.

The architecture is composed of the following
key modules:

Step 1: Input Data Stream Handler

A steady stream of high-dimensional data enters
the system. This module controls pre-processing
such dimensional alignment and normalization
as well as batch- or instance-wise input. to
effectively handle high-dimensional streaming
data intake and preparation for subsequent
processing. This module manages Continuous
input flow (batch-wise or instance-wise), Data
normalization, Temporal  alignment  (if
appropriate) and Dimensional consistency and
transformation (to align dynamic feature spaces).

1.1 Streaming Input Definition:

Let the incoming high-dimensional data stream
be denoted as:

S ={x1,%, e, X¢,.. },x; €ERP
Where, x; is the data instance at time step t, D is
the feature dimensionality (e.g., thousands of
clinical/lab/genomic variables), and the stream S

is potentially infinite and arrives in a real-time or
mini-batch fashion.

1.2 Preprocessing: Normalization:

To avoid scale bias and ensure stable training of
the deep clustering model, normalization is
applied. Common methods include Z-score
standardization or min-max scaling.

Z-score Normalization:
6))]
x = Ui
%,vje {1,2,..,D}

J

xD =

Where:

e |y and oj are the running mean and
standard deviation of the " feature,

e  This helps maintain zero mean and unit
variance across features,

8530

e  Online updating of mean and variance
is achieved via Welford’s algorithm or
exponential moving averages:

®

u (t-1)

= a.xt(j) +(1- a).uj

1.3 Dimensional Consistency:

In high-dimensional streams, the feature space
may vary over time due to:

e  Sensor failure in IoT,
e Changing clinical diagnostics,
e  Feature dropouts or reappearances.

To address this, the handler ensures:

o Fixed-length feature vectors using
padding/imputation strategies,

e Feature selection or projection to align
with the expected input size for the
encoder.

1.4 Batch-wise or Instance-wise Handling:

Depending on the application, the handler
supports two modes:

e  Online (instance-wise): one instance X;
at a time for real-time systems.

e  Mini-batch (batch-wise): small batches
X=[X1,...,X, 8] ERPP processed together
for computational efficiency and stable
clustering updates.

The final output of the stream handler is the
preprocessed vector X; (or mini-batch X;) which
is then passed to the Deep Embedded
Clustering (DEC) encoder module:

x~t = fg(.)[Input to the encoder]
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Benefits are ensures temporal stability
in high-speed environments, provides
data consistency for deep representation
learning, and reduces noise sensitivity
during training and drift detection
and Makes the system robust to
concept evolution and feature
variability.

Step 2: Deep Embedded Clustering (DEC)
Module

This component applies a deep autoencoder to
project high-dimensional data into a robust low-
dimensional latent space. Simultaneously, a
clustering layer groups the latent features,
enabling  unsupervised identification  of
underlying data structures. This helps: Reduce
noise and redundancy, Capture latent drift
patterns and Address the curse of dimensionality.
To transform high-dimensional input data into a
compact, noise-resistant latent representation
using a deep autoencoder and then perform
unsupervised clustering on the learned
representations. This process helps reveal
latent patterns and facilitates concept drift
detection by identifying evolving cluster
structures over time.

2.1. Deep Autoencoder Architecture

The DEC module begins with a deep
autoencoder composed of two parts:
(a) Encoder: Maps high-dimensional input

x~ERP into a lower-dimensional latent space
z€RY, where d«D.

z=fo(x) = pp.pr—1 .. 1(x)

e fy: Encoder network with parameters 0

e ¢Op Non-linear transformation at layer 1
(e.g., ReLU, Tanh)

e L: Number of encoder layers

(b) Decoder: Reconstructs input from latent
representation:

x = go(2) = 1.9z, ., Y1 (2)

e gy Decoder with weights 0’

e x: Reconstructed input

e Reconstruction loss is minimized using
mean squared error (MSE):

N

1 5112

Lyecon = Nz Hxi - xi”
i=1

2.2 Clustering Layer

Once the encoder is trained, a clustering layer is
added on top of the latent space z, using
Student’s t-distribution as a kernel to measure
similarity between data points and cluster
centroids {pj}'k:

a+l

2
A+ |1z -l /072

_ A
S+ |z = wyl| /)2

ij

e i : Soft assignment of sample i to
cluster j

e ;: Learnable cluster center for cluster j

e a: Degrees of freedom (usually o=1)

2.3 Target Distribution and Cluster Loss

To sharpen cluster assignments and improve
cluster purity, a target distribution pj is
defined as:

_ qizj/ziqij

Pij = T
i Y

2j (Ei‘h’j)

The Kullback-Leibler (KL) divergence is then
used as a clustering loss:

p..
Leouster = KL(PHQ) = Z Z pijlog#
j Y

i
2.4 Total Loss Function

The overall objective function of DEC combines
reconstruction and clustering losses:

Ltotal = Lrecon + A Lcluster

e ) : Weighting factor to balance the two
losses

2.5. Drift-Aware Embedding
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The learned latent embeddings z; at time t form
a reduced-dimensional manifold capturing

structural changes and allowing temporal
tracking of cluster dynamics. The Deep
Embedded Clustering (DEC) module

successfully tackles a number of fundamental
issues that arise frequently in high-dimensional
streaming data environments, particularly in real-
time and biomedical applications. First, high-
dimensional input data x€RD is converted into a
compact latent representation z€Rd, where
d«Dd, therefore mitigating the curse of
dimensionality. The deep autoencoder's encoder
component accomplishes this dimensionality

reduction by removing superfluous or
unnecessary dimensions while maintaining
crucial structural information. Clustering

performance is enhanced and computational
complexity is decreased by working in this
lower-dimensional ~ latent  space.  Second,
redundancy and noise in the input stream are
immediately addressed by the DEC module. As
a non-linear filter, the autoencoder compresses
the input so that any high-variance noise
components are suppressed and only important
characteristics are kept during encoding. The
robustness of downstream clustering and drift
detection is improved by this denoising
capabilities. Third, tracking the development of
cluster structures in the learned latent space
makes latent drift detection possible. Changes in
cluster assignments over time can be read as
signs of idea drift in the input data stream since
the clustering layer is sensitive to variations in
the distribution of z. Therefore, where drift
dynamics are more pronounced, the latent space
serves as an informative and condensed
representation. Finally, representing non-linear
structures present in real-world data is a strong
suit for the DEC framework. The autoencoder's
deep neural architecture uses several layers of
non-linear transformations to capture
complicated and hierarchical data dependencies,
in contrast to linear techniques like PCA or k-
means. In biological fields, where feature
connections are frequently complex and cannot
be captured by simplistic or linear models, this
skill is essential. The DEC module is a key part
of the DWMECIust system, which enables
precise and flexible concept drift detection in
high-dimensional  streaming situations by
combining optimization of dimensionality
reduction and unsupervised clustering.

8532

Step 3: Dynamic Weighted Majority (DWM)
Ensemble

A pool of base learners operates on the
transformed latent features. Each learner
receives a dynamically adjusted weight based
on its predictive performance (unsupervised
proxy via clustering confidence or drift
indicators). Key characteristics are, Learners
with poor recent performance are penalized or
replaced, High-performing learners gain
increased voting influence and this ensemble
adapts to changes in the data stream structure.
Based on the latent features generated by the
Deep Embedded Clustering (DEC) module, the
Dynamic Weighted Majority (DWM) ensemble
component in the DWMEClust architecture is in
charge of adaptively categorizing or clustering
data points in a developing data stream. Each
base learner in its pool—such as classifiers or
cluster predictors—is given a dynamic weight
based on how well it has performed recently on
incoming data.

Input and Setup:
Let:

o 7Z&{z1,22,....,za} be the batch of low-
dimensional latent representations at
time t, where z;€RY.

e H={h',h%..,h¥} be the ensemble of K
base learners.

o wi(t) be the weight of learner hi at time
t.

Each learner hy makes a prediction (e.g., cluster
assignment or label probability) based on z;, and
the ensemble output is a weighted majority vote
or consensus clustering.

Voting Mechanism: The ensemble prediction ¥;
for an instance z; is determined by:

K
P; = argmaxcz W,Et).l(hk(Zi) =c)
k=1

Where, ¢ is a possible class/cluster, I(-)is the
indicator function, hi(z;) is the output of learner
hi on input z, wi(t) is the current weight of
learner hy.
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Weight Update Strategy: representations from DEC. In streaming

Since labels are unavailable in unsupervised
settings, performance is estimated using
clustering confidence or drift indicators (e.g.,
cluster purity, silhouette coefficient, or stability
of predictions over time). Let g*(t)€[0,1] denote
the proxy-quality score for learner hi at time t,
estimated from internal clustering validation
metrics. Then:

W = gw® + (14 ). q®
Where,

e [€[0,1] is a smoothing factor (e.g.,
exponential moving average),

e g“(t) reflects the unsupervised proxy
performance of hy.

Low-performing learners (i.e., those with
gk(t)<6, where 0 is a threshold) may be
penalized or replaced by new learners trained on
the most recent data batch.

Learner Replacement Criterion:

If:

W,EHl) < 8(for some small threshold &)

Then learner hy is discarded and replaced with a
new learner hpew, initialized and trained on the
current batch Z;.

Advantages of DWM in DWMEClust:

e Adaptivity: The ensemble adapts to
drift by continuously re-weighting and
refreshing learners.

e Noise Tolerance: Poor learners are
demoted, minimizing their impact on
predictions.

o Unsupervised Compatibility: Uses
soft or structural clustering metrics
rather than ground-truth labels for
model updates.

In high-dimensional, unlabeled data streams, the
DWMECIlust framework offers robust drift
detection and real-time adaptability by applying
the DWM ensemble over the robust latent

contexts, this combination of deep representation
learning and dynamic ensemble weighting
provides a notable enhancement over
conventional static or supervised ensemble
models.

Step 4: Drift Indicator and Adaptation Engine

The DWMEClust framework's decision-making
element is the Drift Indicator and Adaptation
Engine. Without depending on labeled data, it
continuously tracks changes in the data stream
using unsupervised heuristics to identify idea
drift. It initiates adaptation measures such
ensemble reweighting, re-clustering, or learner
replacement when it detects possible drift. While
the method does not rely on explicit drift labels,
it monitors: Changes in cluster distributions,
Sharp increases in reconstruction error or cluster
assignment confidence loss and Sudden shifts in
learner weight dynamic. These serve as
unsupervised indicators of concept drift,
prompting re-clustering, ensemble reweighting,
or model updates.

1. Cluster Distribution Shift

Changes in the cluster assignment distributions
across time windows can indicate drift. Let:

e Pyc) be the empirical probability of
cluster c at time t,

e Piy(c) be the same from the previous
time window.

The drift score based on distributional change is
computed using the Kullback-Leibler divergence
(KL Divergence):

Drifty;, = Dy, (Pe||Pe—1)
P.(¢)
= ) ROlog 5=

If Driftci>y: , where y; is a drift threshold, it
indicates significant cluster distribution drift.

2. Reconstruction Error Spike

The autoencoder in the DEC module tries to
minimize reconstruction loss. A sudden
increase implies the model no longer fits the data
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well, suggesting a drift in feature patterns. Let x;
be an input and X; its reconstruction. The
reconstruction error over a batch is:

1% .-
Lrecon = EZ ”Xl _Xi”
i=1

Define:

— L(t)

A‘recon — Hrecon

_ L(t—l)

recon

If Arecon>y? , it suggests feature space drift.

3. Cluster Confidence Loss Spike

DEC includes a clustering loss using Kullback-

Leibler divergence between soft cluster
assignments Q and target distribution P:
Lepuster = KL(P”Q) = Pijloga
- - ij
i

e Qj: soft assignment of z; to cluster j,
e  Pj: refined target distribution.
A sharp increase in Lguserdndicates loss of
clustering confidence, suggesting latent drift.

4. Learner Weight Instability

The DWM ensemble dynamically updates
weights wi(t) . Drift may be indicated by high
weight volatility:

K
1
t t —
o = EZ(W"E ) _ m©ye
k=1

If ow(ty>y® , it implies inconsistent learner
performance, likely due to concept drift.

Adaptation Mechanisms

The DWMECIlust framework initiates adaptive
responses to preserve model correctness and
relevance if concept drift is identified by one or
more unsupervised markers, such as cluster
distribution shifts, reconstruction error spikes, or
unstable learner weights. These adaptation

techniques guarantee dynamic responsiveness to
changing data patterns by functioning at both the
representation level (DEC module) and the
decision level (DWM ensemble).

Upon triggering one or more of the above
conditions:

o Re-clustering: The DEC module is re-
initialized with new cluster centroids.

e Ensemble Re-weighting: Learner
weights are recalibrated or smoothed.

e Learner Replacement: Poorly
performing learners are replaced with
new ones trained on the latest latent
batch.

e Representation Update: The
autoencoder may be fine-tuned using
recent batches.

1. Re-clustering (Centroid Re-initialization in
DEC)

Goal: To realign the clustering mechanism with
newly emerging latent structures in the data.

Mechanism: If a drift is indicated by a change in
cluster distribution (e.g., a high KL divergence),
the DEC module updates cluster centroids {1}
based on the most recent batch of latent
representations {z;}.

1
et =15 2,

ZiEC]'

Where, C; is the set of latent points assigned to
cluster j. Re-initialization ensures that cluster
centers reflect the current data manifold in
latent space.

e Helps recover from outdated
misaligned cluster structures.

e  Supports real-time tracking of evolving
data semantics.

or

2. Ensemble Re-weighting (Dynamic Voting
Influence Update)

Goal: To reflect each base learner’s current
utility under drift.
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Mechanism: Each base learner hy in the The back propagation updates encoder weights

Dynamic Weighted Majority (DWM) ensemble
has an associated weight w® updated
dynamically based on its unsupervised
performance e.g., consistency with clustering
predictions or drift signal agreement.

Weight update:

ul
(41) _ Bow,

4 . (t+1)
mm(wk J+a,1}J

Where o and B€(0,1)
decay factors.

are learning rate and

e Prevents obsolete learners from
dominating decision-making.
e  Promotes agile learners during changing

conditions.

3. Learner Replacement (Ensemble Pruning
and Expansion)

Goal: To eliminate stale models and introduce
fresh learners better aligned with the new data
distribution.

Mechanism: Let t be a weight threshold. If
wi(t)<t for a sustained period:

e Remove hy from the ensemble.

e Train new learner hy., using the most
recent latent batch Z(t).

o Initialize Wnew(t)=Wave(t) or a small
positive value.

This maintains ensemble diversity and

adaptiveness without full retraining.

4. Representation Update (Autoencoder Fine-
tuning)

Goal: To update the latent feature space in
response to evolving feature distributions.
Mechanism: When significant reconstruction
loss drift Arecon 1S detected, the encoder-decoder
network is fine-tuned on recent instances:

Let:

1% .-
Lrecon = EZ ”Xl _Xi”
i=1

if learner disagree with cluster results or shows poor drift

if learner is consistant and reliabl

8535

0. and decoder weights 04 using stochastic
gradient descent or Adam optimizer:
ee' ed < ee' ed - nvel'recon

o Ensures latent representation z; = foe(x;)
remains descriptive.

e Reduces model’s memory footprint by
avoiding full retraining.

These adaptive strategies allow DWMEClust to
remain robust and responsive in high-
dimensional, evolving streaming environments,
ensuring:

e Timely detection and response to drifts,

e  Efficient model maintenance, and

e Improved long-term predictive
performance under non-stationarity.

Advantages,

e No Supervision Required: Entire drift
detection relies on internal model
signals.

e Fine-grained Monitoring: Detects subtle
changes in structure or quality.

e Automatic Adaptation: Responds in
real-time, ensuring robustness in
dynamic environments.

In the Drift Indicator and Adaptation Engine is
critical for maintaining the adaptivity and
reliability of the DWMECIust framework. It
transforms model-internal signals into
quantifiable, actionable triggers, enabling real-
time drift handling in high-dimensional,
unsupervised streaming scenarios.

Step 5: Output Module:

Delivers real-time decisions, cluster assignments,
or proxy anomaly/drift indicators  for
downstream tasks or logging.

In the suggested DWMEClust structure, the
output module is the pipeline's last phase. It is in
charge of providing users or downstream
systems with real-time results. Cluster
assignments, drift indicators, anomaly flags, and
other derived proxy measures are examples of
these outcomes. The output of DWMEClust is
designed to facilitate decision-making in high-
dimensional, non-stationary situations because it
functions in an unsupervised streaming context.
1. Real-Time Cluster Assignment

After the Deep Embedded Clustering (DEC)
module processes the input data and embeds it
into a latent space zERY , the data point is soft-
assigned to clusters using the Student's t-
distribution-based similarity measure:
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Where, q; is the soft-assignment probability of
point i to cluster j, 1 is the cluster centroid, o is
the degrees of freedom parameter of the t-
distribution (commonly a=1). The final cluster
label ¥; for point i is:
yi = argmaxj(qij)
These assignments can be:
o Logged for drift visualization over time
e Used for stream segmentation, anomaly
detection, or task routing
2. Drift Indicator Generation
The drift indicator output reflects detected shifts
in data distribution. This is inferred from several
unsupervised signals, such as:
e  Change in cluster distribution P«(C)
e Sudden jump in reconstruction loss
Lrecon(t)
e Change in cluster assignment entropy:

H(gq;) = — Z qijlog q;;
j

Higher entropy H(q;) implies greater uncertainty,
potentially indicating drift or anomalous
behavior. Additionally, changes in base learner
weights wi in the DWM ensemble can be tracked
over time:

AW,Et) = W,Et) - W,Et_l)
Large variance or instability in Awy can also act
as a drift proxy. All of these metrics can be
Visualized for human monitoring and Sent to
downstream adaptation controllers or alerting
systems
3. Anomaly Score (Optional Drift Proxy)
Anomaly scores A(x;) can be computed using a
combination of:

e High reconstruction loss:
Lrecon(xi): ” Xi_X/\i ” 2

e Low cluster assignment confidence
(max qij)

e Divergence from historical cluster
density

A composite anomaly score can be defined as:

A(xi) = /11' Lrecon(xi) + /12- H(ql)
Where A; and A, are weight parameters (tuned via
cross-validation or heuristics).
4. Streaming Output Pipeline Integration
The output module interfaces with:
e  Storage/logging systems for traceability

8536

e Streaming dashboards for visualizing
drift

e Downstream  classifiers,  anomaly
detection systems, or human-in-the-loop
mechanisms

Output Module in DWMEClust ensures low-
latency, interpretable delivery of both soft
and hard outcomes. It enables seamless
integration with monitoring, retraining, and
action systems, making the framework highly
adaptive, transparent, and suitable for real-time
concept drift handling in high-dimensional
streaming environments.

Concept Drift Indicators over Time in DWMEClust

Time Step

Figure 1: Dwmeclust Framework Tracks
Unsupervised Concept Drift Indicators

Here is a simulated visualization of how the
DWMECIlust framework tracks unsupervised
concept drifts indicators specifically using
cluster entropy and reconstruction loss over time
(Figure 1.). The shaded areas highlight periods
where drift is detected due to spikes in these
indicators.

DWMECIust Framework

Input Data
Stream Handler

S

-

Deep Embedded Dynamic Weighted

Clustering (DEC) Majority (DWM)
Module Ensemble

S S

Drift Indicator an
Adaptation
Engine

1

Output Module |«

Figure 2: DWMEClust framework
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Figure 2, A innovative unsupervised architecture
designed for reliable concept drift detection in
high-dimensional  data  streams is  the
DWMECIlust framework, which stands for
Dynamic Weighted Majority Ensemble with
Deep Embedded Clustering. Without depending
on labeled examples, this hybrid system detects
changes in the underlying data distributions by
utilizing the advantages of both adaptive
ensemble techniques and deep representation
learning. The DWMECIlust framework's
workflow is depicted in Figure 3. The pipeline
starts with a Data Stream Handler that streams in
high-dimensional data and completes the
required  preprocessing  operations,  like
dimensional alignment and normalization. These
procedures guarantee that the input data is
reliable and appropriate for deep learning
models. The core of the representation learning
phase lies in the Deep Embedded Clustering
(DEC) Module, which employs a deep
autoencoder to transform the high-dimensional
data x€RP into a compact latent space z€RY,
where d<D. The encoder-decoder architecture
minimizes reconstruction loss L,.. = ||x — £||?
while a clustering layer, trained jointly, assigns
soft cluster memberships using a student's t-
distribution-based  similarity measure. This
results in a loss function that combines
reconstruction and clustering objectives:

Ltotal = Lrec + A KL(P”Q)

Where, Q is the soft assignment and P is a
sharpened target distribution. This latent space
reduces noise, preserves essential nonlinear
structures, and enables the tracking of evolving
data distributions that signal potential concept
drifts.

These latent features are then processed by the
Dynamic Weighted Majority (DWM) Ensemble
employing a pool of base learners. Based on its
recent prediction performance, which is
estimated in an unsupervised scenario using
latent drift indicators or clustering confidence
scores, each learner is given a dynamic weight
wi. Stronger performers are upweighted, while
learners with decreasing accuracy are penalized
or replaced. When dealing with non-stationary
data, this adaptive ensemble approach guarantees
flexibility and resilience. When it comes to
detecting shifts without clear labeling, the Drift
Indicator and Adaptation Engine are essential. It

continuously tracks indications such rapid
oscillations in learner weights, sharp increases in
reconstruction error, declines in softmax cluster
confidence, or changes in cluster centroids
(identified by Kullback-Leibler divergence or
cosine distance in latent space). Several adaptive
techniques are activated when a drift is
suspected. These include replacing out-of-date
learners with new ones trained on the most
recent mini-batch Bt, recalibrating ensemble
weights using smoothed exponential decay
functions, re-initializing cluster centroids, and
optionally fine-tuning the autoencoder using
reconstruction gradients on recent samples.

Lastly, real-time outputs for decision-making
systems downstream are produced by the output
module. Cluster assignments for every input,
notifications of potential drift regions, or
modifications to logging and visualization
systems for post hoc analysis are a few examples
of this. In settings where the data is both
voluminous (big) and complicated, like ICU
monitoring, genomic analysis, and visual
diagnostics, the end-to-end pipeline guarantees
prompt, unsupervised identification of both rapid
and slow drifts.
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Start: Input Data Stream Handler

Step 1: Preprocessing

Normalize and align dimensions of Bt

Step 2: Deep Embedded Clustering (DEC)

Zi — AE encode(Bt)// Latent embedding
Q «soft_assign(z,p)
Update AE and p

Step 3: Ensemble Learning via DWM

For each base learner hie E:
Predict cluster labels for z
Update learner weight wt
If wi< weight_threshold: Replace Learner

Step 4: Drift Detection & Adaptation

Monitor drift indicators
If drift indicated:
Adaptation actions

Step 5: Output

Assign Clusters to Bt
Drift Indicators

Figure 3: Workflow Of Dwmeclust Framework
4. RESULTS AND DISCUSSIONS
4.1 Experimental Setup

Every trial in this study was carried out on a
Windows 10 computer that had an Intel Core i7
processor, 16 GB of RAM, and 1 TB of HDD
storage. Python 3.8 was used to set up the
programming environment, and the
implementation heavily relied on libraries like
PyClust for clustering-based analysis,
TensorFlow/Keras, NumPy, Pandas, Matplotlib,
and  Scikit-learn. A Jupyter Notebook
environment was used to run all Python scripts.
Parallel processing was turned off in order to
replicate a  resource-restricted  streaming
configuration and realistic deployment in

constrained systems. Four main techniques for
unsupervised idea drift detection in high-
dimensional streaming data were the focus of the
experimental evaluation:. DWM, Learn++
,EDDC and proposed DWMEClIust framework.

Among the datasets chosen for evaluation were
MedMNIST, a multimodal image streaming
dataset; UK Biobank, renowned for its
exceptionally high-dimensional genetic and
biomedical features; and MIMIC-III / MIMIC-
IV, which comprise structured high-dimensional
intensive care unit data. Each dataset was
divided into temporally ordered batches in order
to imitate streaming behavior, allowing for
gradual processing and assessment.

Using five-fold time-based cross-validation, the
comparative analysis approach applied all four
methods to all three datasets. The job did not
have ground truth drift labels because it was
centered on unsupervised drift detection. In
order to detect and confirm drift events,
clustering purity, cluster consistency, and
reconstruction loss spikes were used as stand-ins.
As internal markers of concept drift, the
suggested DWMEClust architecture also made
use of ensemble dynamics, such as variations in
learner weights and re-clustering frequency.
Metric data were averaged across ten distinct
stream iterations to guarantee dependability.
Each algorithm was evaluated on a
comprehensive set of performance metrics,
including:

e Detection Delay (DD): The time Ilag
between an actual drift and its detection.

e Memory Usage (MU): The average RAM
usage during streaming (in megabytes).

e Execution Time (ET): The total time taken
to process the full data stream.

e Precision (P): The fraction of correctly
identified drift or anomaly events among all
reported ones.

e Recall (R): The proportion of actual drift
events that were successfully detected.

e Fl-score (F1): The harmonic mean of
precision and recall, reflecting balanced
performance.

e Accuracy (Acc): The overall proportion of
correctly handled instances over the stream.

This rigorous experimental setup ensured a fair,
systematic comparison and provided insights
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into the strengths of the proposed DWMEClust
framework in real-world, high-dimensional,
streaming scenarios. The setting of hyper
parameters is as on Table 1.

Table 1: Hyper Parameter Settings

Paramet | DW | Learn EDDC DWMECIu

er M ++ st

(Proposed)
Batch 100 100 100 100 samples
Size samp | sampl | samples
les es
Max 10 15 10 10 learners
Ensemb | learn | learne | learners
le Size ers rs
Base Decis | MLP KMeans | MLP +
Learner ion Classi +DT DEC +
Tree fier DWM
Learnin - 0.01 — 0.001 (DEC
g Rate optimizer)
Autoen - - = 3
coder encoding/de
Depth coding
layers

Latent - - - 64
Space dimensions
Dim
Cluster - - 5 (static) | Adaptive (k
Count from DEC)
(k)
Drift Fixed | Adapt | Reconstr | Dynamic
Detecti 0.5) ive uction (cluster
on error entropy +
Thresho loss)
1d

4.2. PERFORMANCE EVOLUTIONS

A. Precision, Recall, F1-Score and Accuracy

e Precision measures the proportion of
correctly identified positive (drift/anomaly)
events out of all events that were predicted
as positive. It answers the question:
“Of all the drifts I detected, how many were
correct?”

Precision = (TP+FP)/TP
Where, TP (True Positives): Correctly
detected drift/anomaly events, FP (False
Positives): Incorrectly predicted drift events
(false alarms), FExample Insight: High
precision = Few false positives — Reliable
alerts.

e Recall measures the proportion of actual
positive events (true drifts/anomalies) that

were correctly identified. It answers: “Of all
real drifts that occurred, how many did I
detect?”
Recall = (TP+FN)/TP

Where, FN (False Negatives): Real drifts
that were missed, Example Insight: High
recall = Few missed events — Strong drift
sensitivity.

e F1-Score is the harmonic mean of Precision
and Recall. It balances both false positives
and false negatives, and is especially useful
when the class distribution is imbalanced
(e.g., drifts are rare).

F1-Score=2 x (( Precision x Recall) /
(Precision + Recall))

Example Insight: High F1 = Optimal
balance between catching true drifts and
avoiding false alarms.

e Accuracy measures the overall proportion
of correct predictions (both positive and
negative) out of all predictions made. It
answers: “How many predictions did I get
right overall?”

Accuracy = (TP+TN+FP+FN) / TP+TN

Where, TN (True Negatives): Correctly

predicted non-drift events, Example Insight:

Useful in balanced datasets; can be misleading in

drift detection where positive cases are rare.

High-dimensional, structured time-series data
gathered from patients in intensive care units
(ICUs) make up the MIMIC datasets. Vital
signs, test results, diagnosis codes, treatment
plans, and clinical notes are just a few of the
thousands of data they contain. They also have
significant temporal drift because of patient
variability, changing medical procedures, and
changing diagnoses. Because of its creative
design and flexibility in responding to changing
data, Figure 4 illustrates how the DWMEClust
performs exceptionally well across a variety of
evaluation parameters. By decreasing false
positives through clustering in a compressed
latent feature space created via stacked
autoencoders, it obtains higher true positive
confidence in terms of precision (0.87).
Compared to methods like as DWM or Learn++
that use surface-level similarity metrics, this
method allows it to more precisely identify
pertinent changes in ICU state. DWMEClust,
for example, refrains from incorrectly labeling a
brief increase in blood pressure as a concept drift
unless it is supported by additional systemic
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indications, such as irregular heart rate patterns
or test results. By using temporal clustering
consistency tests, which are especially useful for
catching slow drifts, DWMEClust shows
improved drift sensitivity for recall (0.84).
Because of their conservative weighting
procedures and rigid ensemble structures,
traditional approaches like Learn++ and DWM
frequently lag in reaction to changing data.

MIMIC Dataset

Precision / Recall f F1-Score

pwm

Lean++ EDDC DWMEClust

Unsupervised Concept Drift Detection Algorithms

Figure 4: Precision / Recall / F1-Score On MIMIC-1I1
Dataset (Average Of 10 Runs)

DWMECIlust, on the other hand, recognizes
notable changes in feature distributions across
data batches and dynamically modifies the
ensemble by adding or subtracting learners.
With respect to the F1-score (0.85), DWMEClust
accomplishes a fair balance between recall and
precision, ensuring steady performance even in
the face of difficult circumstances like sparse
data or noisy medical records, which are
frequently found in the MIMIC Dataset. While
DWMECIlust continues to function reliably,
EDDC operates rather well, but it tends to falter
when numerous interdependent features drift
simultaneously, such as when oxygen saturation
levels vary in tandem with medicine dosage
variations.

Finally, DWMEClust shows great resilience to
noise, missing values, and variable sample
intervals with an accuracy of 0.89. Its
autoencoder-based imputation-aware processing
and dynamic ensemble weight reassignment,
which is influenced by drift detection feedback,
are the main causes of its resilience. Figure 7
As a result, DWMECIlust offers notable benefits
over traditional drift detection and ensemble
learning  algorithms,  generalizing  more

successfully across a variety of ICU patient
settings.

A comprehensive, high-dimensional biological
resource, the UK Biobank Dataset includes
clinical records, imaging biomarkers, genomic
information, and health outcomes for more than
500,000 people. The data is a difficult
benchmark for unsupervised concept drift
detection because of its non-stationary features,
which include acquisition variability, changing
health trends, and periodic patient updates. In
order to replicate a real-time medical monitoring
environment, the dataset was streamed in time-
ordered batches, each with around 1,000 high-
dimensional samples (features > 5,000). When
tested on high-dimensional datasets like the UK
Biobank, Figure 5 shows that DWMEClust
clearly outperforms the other methods in terms
of precision, recall, Fl-score, and accuracy.
DWMEClust outperformed EDDC (0.78) and
Learn++ (0.76), achieving an accuracy value of
0.87. This increased precision is a result of
DWMEClust's improved capacity to weed out
false positives. This benefit results from its
incorporation of Deep Embedded Clustering
(DEC)-derived latent-space clustering
confidence, which reduces the influence of
noise-based  fluctuations. Its  adaptive
reweighting approach also helps to keep
decision-making stable by penalizing ensemble
learners that overfit fleeting patterns. With a
recall score of 0.83, DWMECIlust outperformed
other techniques in capturing the number of
actual drift occurrences. Unlike DWM or
Learnt+, which frequently show delayed
response in high-dimensional environments,
DWMECIlust uses dynamic shifts in cluster
assignments and reconstruction loss spikes to
identify drift early on. It is more responsive to
both sudden and slow drifts because it employs
drift-aware  latent  representations, which
efficiently track distributional changes in feature
space. DWMEClust's great balance between
precision and recall is demonstrated by its F1-
score of 0.85. This trade-off is particularly
challenging to maintain in datasets like UK
Biobank, where many features are noisy or
irrelevant.. In order to get around this,
DWMEClust uses autoencoders to reduce
dimensionality and selective ensemble voting
procedures that are informed by real-time drift
indicators. By using these strategies, the model
is less distracted by superfluous high-
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dimensional features and is able to concentrate
on the important signal.

1.0 4 Uk Biobank|Dataset

Precision / Recall / F1-Score

T T T
DWM Learn++ EDDC DWMECIust

Unsupervised Concept Drift Detection Algorithms

Figure 5: Precision / Recall / F1-Score on UK
Biobank Dataset (Average of 10 Runs)

With a high accuracy value of 0.89, DWMECIust
outperformed EDDC (0.81) and other algorithms
under comparison. Even in intricate and high-
dimensional data environments, it consistently
distinguishes between drift and stable states with
accuracy. DWMEClust's dynamic ensemble
management, which modifies model weights
according to current predicted performance and
cluster consistency, is a major factor in this
increased accuracy. Figure 7 ED DC, on the
other hand, uses a static weighting technique that
is not flexible, which makes it less successful in
situations that change quickly.

A benchmark dataset for light-weight image
classification problems, MedMNIST is made up
of multi-modal medical images from several

modalities (such as X-ray, OCT, and
histopathology) arranged into  small-size
datasets. The difficulty with streaming
MedMNIST is that it

e Multimodal and heterogeneous input

streams

e Visual concept drift (e.g., change in
resolution, contrast, anatomical
structure prevalence over time)

e Noisy labels and dynamic class
distributions

In order to imitate a real-world hospital picture
feed, MedMNIST was transformed into
streaming batches of 500 photos each and sorted
temporally  for evaluation. Figure 6

demonstrates how DWMEClust's clever handling
of image-based concept drifts, especially in the
MedMNIST Dataset, regularly outperforms other
techniques. By using autoencoder-based latent
space drift tracking, DWMECIlust dramatically
lowers false positives in terms of precision
(0.89). It can precisely identify minute changes
in content, including anatomical abnormalities or
changes in imaging circumstances, thanks to this
technique. The model successfully prevents
misclassifications brought on by pixel-level
noise by clustering inside this learned latent
space, an area where conventional techniques
like EDDC and DWM frequently fall short.
DWMECIlust demonstrates its strength in
catching a greater amount of actual drift events
when evaluating recall (0.86). Its ongoing learner
modification based on abstracted features and a
novel drift detection technique based on internal
ensemble dynamics are responsible for this

capability. In particular, the system uses re-
clustering confidence ratings and weight
variations to track ensemble dynamics.
However, because Learnt++ relies on static

learner weights, it suffers from idea lag and
frequently delays the detection of image-driven
drifts.

T £ T T i T
MedMNIST Dataset

7

Precision / Recall / F1-Score
[

0.0+ T T

T T
DWM Learn++ EDDC DWMECIust

Unsupervised Concept Drift Detection Algorithms

Figure 6: Precision / Recall / F1-Score on UK
Biobank Dataset (Average of 10 Runs)
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Accuracy(%)

Learn++

DWMEC lust
Unsupervised Concept Drift Detection Algorithms

Figure 7: Accuracy on MIMIC/UK Biobank/
MedMNIST Dataset (Average of 10 Runs)

DWMEClust's ability to carefully balance
sensitivity to drift and resistance to false alarms
is demonstrated by its strong F1l-score of 0.87.
When consistent drift signals are seen across
several data batches, DWMECIust dynamically
adds new learners, in contrast to DWM, which is
reliant on votes from a fixed set of models.
Cumulative error accumulation is a prevalent
problem in image-based data streams that are
undergoing frequent or multimodal idea
transformations, and this adaptive ensemble
rebalancing helps avoid it.

Ultimately, DWMECIlust achieves a remarkable
Accuracy of 0.91, distinctly surpassing
alternative techniques on the intricate and varied
multimodal picture streams of MedMNIST.
Deep clustering that facilitates robust feature
learning, a hybrid classification approach that
combines statistical and neural indications, and
exceptionally efficient management of modality-
switch drifts enable its exceptional accuracy.
For example, DWMEClust can maintain
classification accuracy across different visual
modalities by accurately transitioning its
understanding when the input stream changes
from retina images to X-rays. DWMEClust
greatly outperformed DWM, Learn++, and
EDDC on the MedMNIST multimodal image
stream in all main measures. Its strength is the
combination of adaptive ensemble evolution,
visual drift sensitivity, and deep latent feature
monitoring—all of which are ineffective in real-
time medical imaging circumstances when using
static ensembles or traditional statistical
approaches.

Detection Delay (DD)

Detection Delay is the time (measured in seconds
or streaming instances) between the actual
occurrence of a concept drift and the time it is
correctly detected by the algorithm.

n detection

Detection Delay(DD) = Z :

i=1

_ t;irift

n

Where, t;i Ut Time when the i drift occurs,

tdetection: Time when the i drift is detected, n:
Total number of drift events.

Figure 8 shown DWMEClust demonstrates best
performance in detection delay when evaluated
across high-dimensional datasets due to the
following reasons,

e Deep Embedded Clustering (DEC)
Integration: By utilizing low-dimensional
latent spaces that maintain changing
structures in the data, the suggested
DWMECIlust greatly minimizes detection
time.  Reconstruction error and cluster
centroid shift, which are less noisy and more
sensitive than raw feature changes, are
regularly checked for indications of drift.

e Dynamic Ensemble Weighing:
DWMECIlust, in contrast to DWM and
Learn++, reweights and swaps out ensemble
members according to the clustering
confidence in real time. This lowers the
delay in reaction to novel ideas and prevents
stale learners from controlling the decision-
making process.

e Drift Indicator Engine: Provides faster,
event-driven response mechanisms by
utilizing internal model dynamics (weight
volatility, cluster shift rates) as opposed to
strict thresholds or windows.

e Autoencoder Feedback Loop:
DWMECIlust may proactively re-cluster and
update representations by using the
reconstruction loss from the autoencoder,
which offers early warning indicators of
distributional change.

e Dataset Agnosticism & Generalization:
Because of its representation learning +
adaptive ensemble fusion, DWMEClust
maintains minimal detection delay across all
datasets, including structured (MIMIC-
III/IV), ultra  high-dimensional (UK
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Biobank), and image-based (MedMNIST)
streams.

DWMECIlust detected drifts on MIMIC-III/IV,
which contains complicated ICU patient data
(organized with high temporal correlation), in
3.1 seconds, which is about 2.5 times quicker
than EDDC (7.8s) and 4 times faster than DWM
(12.6s). Changes in feature distributions (such
as lab readings or patient vitals) that would have
gone unnoticed in raw input space were promptly
recorded by the DEC module. The latent space
was reduced to a drift-sensitive representation by
DWMECTlust's usage of a deep autoencoder for
the UK Biobank, where the dimensionality is
quite large (>100,000 features in some omics
sets).

Detection Delay (Sec)

—¥— DWMECIust (Prc

T T
MIMIC-IHAY UK Biobank

Datasets
Figure 8: Dataset-wise Detection Delay

This allowed for a detection delay of only 3.9s,
whereas dimensional sparsity caused problems
for DWM and Learn++. By combining
convolutional feature abstraction and re-
clustering, DWMEClIust outperformed typical
stream learners and reached a 2.5s latency on
MedMNIST, where idea drifts mimic shifting
imaging circumstances or categories. Because of
its adaptive ensemble technique, unsupervised
drift indicators, and deep representation learning,
DWMECIlust consistently shows the lowest
detection delay across all dataset types.
DWMEClust is a better option for real-time,
high-dimensional drift detection than classic
models like DWM and Learn++ because of their
lack of data structure knowledge and lag in
ensemble updates.

Memory Usage (MU): Memory Usage measures
the total amount of memory (in MB) consumed

T
MedMMNIST

during model training, prediction, and drift
detection over a data stream. It includes memory
consumed by base learners, intermediate
representations,  clustering  structures, and
buffering mechanisms.

Memory Usage (MU)=Peak Resident Set Size (R
SS)+Allocated Memory Buffers+Model Paramet
ers (in RAM)

Figure 9 shown DWMEClust demonstrates best
performance in Memory usage when evaluated
across high-dimensional datasets due to the
following reasons,

o Effective Latent Space Compression: High-
dimensional inputs are compressed into
compact latent vectors using autoencoders in
DWMEClust.  This significantly lowers
memory use by reducing the dimensionality
of data needed for classification and
clustering, particularly in datasets like UK
Biobank.

e Selective Ensemble Activation:
DWMECIlust dynamically prunes or freezes
learners according on current performance
and clustering context, in contrast to DWM
and Learn++, which keep every ensemble
member in memory. This lowers memory

consumption by avoiding model
redundancy.

e  Lightweight Representations for
Clustering: EDDC keeps centroids in raw
feature space. DWMEClust reduces

memory costs by up to 40% by clustering in
latent embedding space, where each instance
is sparser and smaller.

To  demonstrate DWMECIust's memory
efficiency, its performance was further examined
on three different datasets: MedMNIST, UK
Biobank, and MIMIC-III/IV. The MIMIC-III/IV
dataset has high-density features with over 100
attributes per patient repeated across millions of
records. Because concept-specific weights must
be maintained, classic models like DWM and
Learnt+ experience excessive memory growth.
By compressing patient state representations via
latent encoding prior to applying ensemble
modeling, DWMECIlust, on the other hand,
drastically lowers the overall memory use to just
165 MB.
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Figure 9: Memory Usage of MIMIC-111 / UK
Biobank/ MedMNIST Datasets

DWMEClust uses stacked autoencoders to
reduce feature space to about 100 latent
dimensions for the UK Biobank dataset, which
contains omics and imaging data with
exceptionally high dimensionality (more than
100,000 features).. In contrast to static ensemble
models, this compression successfully reduces
memory usage from Learn++'s 500 MB to 295
MB and avoids keeping full-memory learners
across time steps. DWMEClust uses a
lightweight CNN-based encoder in the
MedMNIST dataset to reduce the amount of
memory needed for image feature extraction.
Competing methods, such as EDDC, use more
memory since they store high-dimensional
features and image-level buffers. Consequently,
DWMECIlust saves roughly 20-40 MB in
comparison to Learn++ and EDDC.

Deep latent feature reduction, clever ensemble
management, and lightweight drift detection
algorithms allow DWMECIust to dependably
give the lowest memory footprint across all
datasets. Because of its memory economy,
DWMEClust is not only scalable for large-scale
applications but also perfectly suited for edge
stream or real-time healthcare settings with
constrained computational resources.

Execution Time (ET): ET measures the total
time (in seconds) taken for the algorithm to
process the entire data stream, including
Learning (training/updating), Prediction, Drift
Detection and Adaptation (e.g., ensemble update,
clustering)

ET=TstarrTend

Where, T : Time at the start of processing.
Tena: Time after all records are processed

Figure 10 shown DWMECIust demonstrates best
performance in Execution Time when evaluated
across high-dimensional datasets due to the
following reasons,

o Latent Feature Compression
(Autoencoder-Based): DWMECIlust uses
autoencoders to compress high-dimensional
inputs into latent space, or compressed
embeddings. This results in leaner model
training and faster distance computations (in
clustering), particularly in the UK Biobank
where input feature size is enormous
(>100K).

e Cluster-Aware  Ensemble  Adaptation:
Learnt++ and EDDC retrain several models
for each ensemble or drift round.
DWMEClust minimizes redundant
computation by updating only the ensemble
members in drifting clusters. During idea
drifts, this selective training method reduces
time by about 30 to 40%.

e Lightweight Drift Detection Mechanism:
Reconstruction error plus cluster centroid
shifts are used by DWMECIust as drift
signals, and they are: less expensive than
keeping historical windows or doing
comprehensive statistical testing. quicker to
assess than EDDC's clustering or entropy-
based measures.

e Avoids Redundant Re-training: On each
batch or drift, DWM and Learn++ usually
retrain or reweight base learners. Model
freezing and adaptive reuse are employed by
DWMECIlust, which reuses prior learners
from stable clusters without requiring
complete retraining. accelerates execution,
particularly in areas that are stagnant.

In comparison to conventional drift detection
techniques, the DWMEClust framework exhibits
notable efficiency gains in execution time on a
variety of datasets, such as MIMIC-III/IV, UK
Biobank, and MedMNIST. Due to full ensemble
re-weighting and drift adaptation, DWM
performs less well on the MIMIC-III/IV dataset,
requiring roughly 69.8 seconds. Learn++ further
extends the execution duration to 75.4 seconds
by using a constant learner addition technique.
DWMECIlust, on the other hand, finishes the
procedure in a mere 48.7 seconds thanks to
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effective latent encoding of clinical features and
vital signs, as well as the fact that drift detection
is only activated at noteworthy clinical change
points. Traditional ~methods encounter
significant slowdowns with the UK Biobank
dataset, which is distinguished by exceptionally
high feature dimensionality. While EDDC takes
139.2 seconds, mostly due to clustering done
directly in the raw feature space, Learn++
records a high execution time of 177.9 seconds
because to frequent model growth and retraining.
By compressing over 100,000 features into a
latent space of 100 to 200 dimensions and
performing both drift detection and clustering in
this condensed space, DWMEClust executes in a
mere 96.3 seconds. DWMEClust uses a fast
CNN-based encoder to achieve improved speed
for the MedMNIST dataset, which contains
image-based data streams. Because DWM and
Learn++ employ flat feature management and
big image buffers, they are slower. With an
execution duration of just 28.9 seconds,
DWMECIlust performs better thanks to its
effective ensemble updating logic, cluster-level
decision-making, and one-time picture encoding
procedure.

180 T T T

T
DWM
160 —8— Learn+4|

—A—EDDC

140

—¥— DWMEGIust {Proposed)

120 /

100

. @

Execution Time (Secs)

60
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N
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MIMIC-Hav UK Biobank MedMMIST

Datasets

Figure 10: Execution Time of MIMIC-111 / UK
Biobank/ MedMNIST Datasets

In any dataset, DWMECIlust offers significant
advantages. It cuts down on execution time by
about 30 to 45 percent when compared to
Learnt+ and DWM. Cluster-level targeting
lowers the computational cost by minimizing its
drift reaction time. Model reusability is
increased by reusing previous learners instead of
retraining from scratch, and feature efficiency is
increased by employing latent embeddings that
lower overhead. Smart  dimensionality
reduction, lightweight drift detection, selective
ensemble updates, and adaptive computation

strategies are the main drivers of DWMECTlust's
overall performance improvements, which make
it an extremely responsive and scalable
framework for dynamic data stream situations.

5.CONCLUSION

In order to detect concept drift in high-
dimensional data streams effectively and
accurately, this research introduced
DWMECIlust, a unique drift-aware ensemble
learning framework that combines temporal
clustering, deep latent compression, and selective
ensemble updating. DWMEClust continuously
outperformed state-of-the-art techniques like
DWM, Learn++, and EDDC across all major
performance metrics, including Precision (up to
0.89), Recall (up to 0.86), F1-Score (up to 0.87),
and Accuracy (up to 0.91), after thorough
evaluation on three benchmark datasets: MIMIC-
III/IV, UK Biobank, and MedMNIST.
DWMECIlust showed great recall by dynamic
learner adaptation and drift-aware internal
ensemble methods, and it produced higher
accuracy by eliminating false positives using
latent-space clustering. Even in difficult
settings, such as the UK Biobank, where sparse
and noisy drift signals are typical, it was able to
maintain a strong Fl-score.  Furthermore,
compared to conventional techniques,
DWMECIlust considerably decreased memory
use and execution time, processing up to 45%
faster and leaving a memory footprint that was
more than 40% less. This was made achievable
by effective ensemble management, lightweight
drift  detection techniques, and clever
dimensionality reduction employing CNNs and
stacked autoencoders. All things considered,
DWMECTust is a scalable, precise, and resource-
efficient method for real-time drift identification
in streaming data. This is particularly important
in image-based, clinical, and biological areas
where concept drift and high dimensionality
frequently coincide. Because of its design, it is
ideal for use in online learning environments,
healthcare monitoring systems, and edge devices.
Even though DWMECIust shows encouraging
results, there are a few ways to improve its
functionality even more: Multi-Modal Drift
Awareness: To better manage cross-modal drift,
which occurs when several data sources (such as
text, images, and signals) change at the same
time, future iterations can incorporate attention
methods. Automated Drift Labeling: The
absence of drift ground truth is a frequent snag in
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the assessment of drift detection algorithms.
Semi-supervised or unsupervised drift labeling
modules that use reinforcement learning or
human-in-the-loop input are possible future
improvements.
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