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ABSTRACT 

 
Suicide remains a serious public health concern, with its prevalence exacerbated by the recent global 
pandemic. Social media platforms, where individuals often share their thoughts in an unfiltered and natural 
manner, have emerged as valuable resources for assessing suicide risk. However, analyzing such content 
requires models capable of capturing long-range dependencies and handling complex linguistic structures. 
This study presents a novel approach to suicide risk assessment using textual data from two Reddit 
communities focused on mental health: SuicideWatch and Depression. Utilizing the transformer-based BERT 
architecture and its self-attention mechanisms, our method effectively captures contextual nuances critical 
for identifying suicide risk. Evaluated on a high-quality dataset of Reddit posts, the proposed model 
demonstrates a significant performance advantage over existing approaches, achieving an AUC of 0.92 
compared to 0.61 from a CNN baseline. Additionally, our attention-based analysis of pessimistic and 
optimistic expressions reveals that the model effectively identifies key features closely associated with 
indicators of suicide risk. 
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1. INTRODUCTION 

Suicide is a major global public health concern, 
resulting in more than 700,000 deaths annually 
worldwide [1]. For every suicide, many more 
individuals attempt to take their lives, emphasizing 
the urgent need for effective detection and 
prevention strategies. Traditional suicide risk 
assessments are largely based on in-person 
consultations and structured clinical interviews. 
While these methods are standard in clinical 
practice, they heavily depend on individuals 
voluntarily disclosing suicidal thoughts. However, 
research shows that a significant portion of at-risk 
individuals do not seek mental health support or 
openly express their suicidal ideation. For instance, 
more than two-thirds of people who die by suicide 
have not received professional mental health care 
prior to their death. Additionally, approximately 
50% of individuals with suicidal thoughts deny 

having such thoughts during clinical interviews. 
These findings underscore the limitations of 
conventional assessment approaches and highlight 
the necessity for alternative methods capable of 
identifying at-risk individuals who may not engage 
with traditional services [2]. 

With the widespread adoption of social 
media, many individuals now share their emotional 
experiences and mental health struggles online. 
Coppersmith et al. [3] found that around 80% of 
individuals who express suicidal ideation do so 
through social media platforms. For example, some 
users have posted messages such as: “Planning on 
killing myself tonight, just want to get these 
thoughts out...”. These behaviors suggest that 
analyzing social media content offers a viable path 
for identifying individuals at risk. Natural language 
processing (NLP) has become a powerful tool in 
this area, enabling the automated analysis of user-
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generated content to detect signs of psychological 
distress. These technologies support the 
development of digital interventions, such as online 
mental health resources and personalized 
monitoring systems for issues like depression and 
suicidality. Several works have utilized deep 
learning methods to detect mental health states, 
including optimism, pessimism, and suicidal 
ideation [4, 5]. Interest in this field continues to 
grow in parallel with increased societal awareness 
of mental health concerns [6, 7]. Some studies have 
focused on user-level predictions, while others 
examine content at the post level [8, 9]. In this work, 
we aim to achieve strong performance on both 
levels. 

 
This paper proposes a model for 

identifying suicidal risk using BERT (Bidirectional 
Encoder Representations from Transformers), a 
language model that captures both left and right 
context in text. These contextualized 
representations are essential for characterizing 
suicidal language in social media posts [10]. As a 
transformer-based model [11, 12], BERT 
effectively addresses challenges that exist in earlier 
NLP models, including the ability to capture long-
range dependencies and handle implicit negation. 
Through its attention mechanism, the model learns 
to focus on key words—such as polarity indicators 
and negations—which are critical for understanding 
suicidal intent. 

 
Despite advancements in computational 

techniques, modeling mental health conditions like 
suicidality still faces challenges, particularly the 
scarcity of clinically validated datasets and the high 
cost of labeling large-scale data. To mitigate these 
limitations, Shing et al. [5] constructed a dataset 
from Reddit’s SuicideWatch forum, categorizing 
users into four risk levels: no, low, moderate, and 
high levels of risk. However, the distribution across 
these categories was imbalanced, with too few 
samples in some classes to effectively train large 
models like BERT. In response, this study proposes 
an alternative dataset structure based on subreddit 
categorization, allowing for effective training and 
comparison of both baseline and BERT-based 
models. 

 
The rest of this paper is organized as 

follows: Section 2 discusses related studies. Section 
3 shows the proposed model. Section 4 outlines the 
dataset used. Section 5 discusses the experimental. 
Section concludes the study. 

 

2. RELATED WORKS 

Mental health concerns, particularly 
suicide, have garnered increasing attention from 
both computational and clinical researchers, with a 
growing emphasis on utilizing large-scale digital 
footprints for risk assessment [13]. Traditional 
suicide risk evaluations, which typically rely on 
self-reported disclosures during clinical interviews, 
are often limited by individuals' reluctance or 
inability to fully express their distress. In contrast, 
recent advancements highlight the value of 
analyzing naturalistic behaviors captured through 
everyday digital activities, where social media 
traces provide more ecologically valid indicators of 
mental health states [14]. 

 
Social media platforms, notably Reddit 

and Twitter (X), have become important data 
sources for mental health research. Transformer-
based models, especially large pre-trained language 
models fine-tuned for mental health tasks, have 
recently shown remarkable success in detecting 
suicidal ideation in online text [15]. These models 
surpass earlier approaches that mainly relied on 
handcrafted linguistic features or shallow statistical 
cues [16]. While initial studies often utilized 
psycholinguistic lexicons such as LIWC or 
traditional word embeddings (e.g., Word2Vec, 
fastText, GloVe), modern methods exploit 
contextualized embeddings and sophisticated 
attention mechanisms, enabling them to capture 
long-range semantic dependencies and subtle 
linguistic phenomena like negation—both critical 
for accurate suicide detection [17]. Building on 
these advances, we propose a transformer-based 
model that utilizes deep contextual representations 
to enhance suicide risk assessment from social 
media posts. 

 
Additionally, an emerging body of 

research has explored the roles of optimism, 
pessimism, and emotional resilience as 
psychological factors influencing suicide risk. 
Recent studies have shown that optimism and 
pessimism are not simply opposite ends of a 
spectrum, but are influenced by distinct stress 
mechanisms, each uniquely affecting mental health 
outcomes [18]. Resilience, in particular, has been 
identified as a critical mediator that buffers the 
impact of psychological pain on suicide risk, 
especially among vulnerable populations like 
nursing students [19]. Furthermore, research 
suggests that higher levels of psychological 
resilience are associated with a significantly lower 
risk of suicide, even in individuals experiencing 
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psychotic-like symptoms, positioning resilience as 
a protective factor in high-risk groups [20]. In 
addition, studies indicate that optimism can reduce 
suicidal ideation and weaken the effects of 
hopelessness, emphasizing the importance of 
fostering positive future expectations in suicide 
prevention efforts [21]. Our study extends this line 
of research by examining optimism and pessimism 
across various risk levels to gain a clearer 
understanding of the emotional patterns linked to 
suicide risk. 

 
3. BERT MODEL 

This section outlines the BERT [10] 
structure and its fine-tuning process. BERT is a 
transformer-based pre-trained language method 
[11] that represents a significant advancement over 
traditional approaches include Recurrent Neural 
Networks [22] and Convolutional Neural Networks 
(CNNs) [23]. BERT is trained on a corpus of 3.3 
billion English tokens and subsequently fine-tuned 
for a broad array of Natural Language Processing 
(NLP) tasks, achieving state-of-the-art performance 
in language understanding [10]. BERT's pre-
training involves two main unsupervised tasks: (1) 
masked language modeling, where 15% of input 
tokens are masked and predicted; and (2) next 
sentence prediction, where the model determines 
whether a given sentence logically follows another. 

 
The BERT architecture is composed of 12 

bidirectional transformer layers, with each layer 
containing two main components: (a) a multi-head 
self-attention mechanism and (b) a position-wise 
feed-forward network. In the base version of BERT 
(BERT-Base), the self-attention mechanism uses 12 
attention heads, enabling the model to attend to 
different parts of the input sequence in parallel and 
capture complex contextual relationships [10]. This 
architecture allows BERT to learn rich, context-
sensitive representations that are well-suited for 
downstream tasks such as suicide risk classification. 

 

3.1 BERT FINE-TUNING 

Adapting BERT to suicide risk detection 
involved fine-tuning the pre-trained model on 
labeled social media data to learn task-specific 
patterns while utilizing its existing linguistic 
knowledge. Details of the fine-tuning process are 
provided in the following subsections. 
 
 
3.2 INPUT REPRESENTATIONS 

BERT processes the input sequence as a 
series of tokens. Each token’s input representation 
is created by summing its embeddings: token, 
position, and segment. Input sequences begin with 
the [CLS] token, a special marker used for 
classification tasks. The final hidden state 
corresponding to the [CLS] token serves as the 
representation for the entire input sequence. 

 

3.3 FINE-TUNING PROCEDURE 

To represent the input sentence during 
fine-tuning, the model utilizing the final hidden 
state of the [CLS] token, expressed as 𝑉 ∈ 𝑅ு .  
Classification layer is added on top of the model, 
parameterized by a weight matrix 𝑊 ∈ 𝑅(ே×ு) 
and a bias vector 𝑏, where N is the classes’ number 
(i.e. two), and H is the hidden layer’s size. A 
softmax function,  Eq. (1), is applied to calculate 
the probability (𝑃) for each class.  
 

𝑃 = 𝑠𝑜𝑓𝑡𝑚𝑎𝑥(𝑉𝑊் + 𝑏)              (1) 
4. DATASETS 

This study utilized two datasets. The first 
is a suicide-related dataset introduced by Shing et 
al., [5] collected from an online plateform (i.e. 
reddit.com), comprising all publicly posts from 
2008 to 2015, totaling more than 1,556,100 entries. 
Each entry includes five fields: user ID, post ID, 
post title, post body, and timestamp. A part of this 
data was manually labeled by four clinicians 
specializing in suicide risk assessment, classifying 
posts into four risk categories. Although the manual 
annotations were of high quality, some categories 
contained too few samples to train large models 
effectively. To overcome this limitation, we labeled 
all posts from users who contributed to the 
"SuicideWatch" subreddit as at risk, and posts from 
users who had never interacted with mental health 
subreddits (e.g., Depression or SuicideWatch) as 
not at risk. This resulted in a final dataset as shown 
in Table 1. 
 

Table 1: Summary of the dataset after filtering. 

 Non-Suicide Risk Suicide Risk 

Posts number  64453 14863 

Users number 8735 9133 

 
The second dataset used in this study is the 

Twitter dataset (OPT) [24], which was applied to 
assess the levels of optimism and pessimism 
(OP/PE) across the different categories within the 
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suicide dataset. This dataset contains 7,475 tweets, 
each assessed by five annotators on a scale ranging 
from +3 (indicating strong optimism) to -3 
(indicating strong pessimism), with the final score 
representing the average rating assigned to each 
tweet. 
 
5. EXPERIMENTS 

BERT-base model [10] is fine-tuned to 
detect suicide-related posts and identify users. The 
suicide dataset was split into 80% allocated to 
training, 10% assigned to validation, and 10% 
designated for testing. Each experiment was 
conducted five times, and the average results are 
presented in Tables 2-3. We started the training 
process by transforming the input sequence tokens 
into their respective BERT vocabulary IDs through 
the use of the BERT tokenizer. The model is made 
up of 12 transformer layers, with a hidden size of 
768 and 12 self-attention heads. An untrained 
classifier layer was added on top of the model and 
trained through fine-tuning. We experimented with 
different hyperparameter combinations, including 
maximum input lengths of 256, 300, and 512; batch 
sizes of 16, 32, and 64; and learning rates of 
2 × 10ିସ, 2 × 10ିହ, and 2 × 10ି଺ , ultimately 
selecting the configuration that ensured optimal and 
consistent learning. The AdamW optimizer was 
used for training [25]. 

 
Baseline Method: The proposed model's 

performance was evaluated using recall (Eq. 3), 
precision (Eq. 4), and F1-score (Eq. 5) on the 
suicide dataset, with performance compared to a 
CNN, which served as the baseline [23]. CNNs 
have become widely adopted in NLP tasks, 
especially for text classification, showing consistent 
improvements in performance [26-28]. These 
models apply fixed-size convolutional filters to 
generate feature maps by sliding across the text in a 
sequential manner. For the baseline comparison, we 
utilized fastText [29] for generating word 
embeddings and used a dataset split of 80% for 
training, 10% for validation, and 10% for testing, 
respectively. 

 

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦  =  
୘୔ ା ୘୒

୘୔ ା ୊୔ ା୘୒ ା  ୊୒
  (2) 

 
 

𝑅𝑒𝑐𝑎𝑙𝑙 =
்௉

்௉ାி
   (3) 

 
 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =
்௉

்௉ାி௉
   (4) 

 
 

𝐹1 − 𝑠𝑐𝑜𝑟𝑒 = 2 × 
 ோ௘௖௔௟௟ × ௉௥௘௖௜௦௜௢௡ 

ோ௘௖௔௟௟ ା ௉௥௘௖௜௦௜௢௡
 (5) 

 
 

where TP, TN, FP, and FN are the correctly and 
incorrectly predicted positives and negatives. 
 
 
5.1 RESULTS AND ANALYSIS 

This section provides an analysis of the 
results from our experiments. We begin by 
evaluating how our proposed model performs in 
comparison to the baseline model. Next, we analyze 
key aspects, including predicting the levels of 
pessimism and optimism in individuals at risk of 
suicide. Additionally, we investigate the connection 
between suicide and depression. 
 
5.2 SUICIDE DETECTION 

The initial experiments involved 
evaluating the performance of our model on the 
suicide dataset and compared it to a baseline CNN 
model. As shown in  Table 2, the proposed model 
demonstrated a significant improvement over the 
baseline at both the post and the individual user 
levels. Specifically, the proposed model obtained 
recall, precision, and F1-score values of 95.67%, 
95.28%, and 95.18%, respectively. In contrast, the 
other model produced only 52.01% recall, 49.2% 
precision, and 47.4% F1-score. To further illustrate 
the robustness of our model, Table 3 displays the 
minimum and maximum results across five separate 
runs, consistently showing high accuracy across all 
iterations. 

We also evaluated the models on user-
level predictions, where a user is considered 
accurately identified if the majority of their posts 
are correctly predicted. As shown in Table 4, our 
model achieved an impressive 97.220% accuracy at 
the user level, while the baseline model attained 
only 76.790%. 

 
 

Table 2: Proposed model vs. CNN (post numbers). 

Models Recall Precision F1-score 

CNN model 52.010 49.200 47.400 

Proposed model 95.670 95.280 95.180 
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Table 3: Performances of the proposed model 

Measure Recall Precision F1-score 

Maximum 96.070 95.820 95.740 

Minimum 95.210 93.940 94.960 

 
Table 4: Proposed model accuracy vs. CNN (user 

numbers). 

Method Accuracy (%) 

CNN model 76.790 

Proposed model 97.220 

 
 
Figure 2 presents the receiver operating 

characteristic (ROC) curves for both models. The 
curves clearly illustrate that our model outperforms 
the baseline, highlighting its superior effectiveness. 
The area under the curve (AUC) for our model was 
92.65, while the baseline model achieved only 
61.29. 

 
The good performance of our model can be 

attributed to BERT’s contextual approach, 
supported by its robust attention mechanism. This 
mechanism allows for a deeper understanding of 
lengthy posts, which is crucial given that many 
posts in the suicide dataset are long and contain 
several hundred tokens. Transformer-based models 
like BERT are well-equipped to capture long-range 
dependencies, thereby enhancing their predictive 
capabilities. 
  
5.3 USER OPTIMISM AND PESSIMISM IN 

SUICIDE RISK 

This section analyzes OP/PE by 
developing a model trained on the OPT. The model 
was then assessed on a specific subset of the dataset, 
which had been manually labeled by clinicians with 
expertise in suicidality evaluation [5]. The users 
within this subset were classified into four distinct 
risk categories: no, low, moderate, and severe risk 
levels. 

Our objective was to predict the levels of 
OP/PE in users with the risk of suicide. Figure 1 
illustrates the OP/PE levels in these users, 
supporting the hypothesis that optimism is inversely 
related to suicidal ideation [30]. As shown in Figure 
1, there is a notable correlation between higher 
levels of pessimism and increased suicide risk, 
indicating that greater pessimism is associated with 
a higher likelihood of suicide risk. These significant 
findings could serve as early indicators of potential 

suicidality, helping to prompt timely intervention 
and support. 

 
 

5.4 SUICIDE AND DEPRESSION 

This section investigates the relationship 
between suicide and depression, inspired by 
numerous psychological studies that have 
established a strong correlation between the two 
[31-33]. We focused on users who contributed to 
both the "Depression" subreddit and the 
"SuicideWatch" subreddit. Our findings show that 
32% of users active in the "SuicideWatch" 
subreddit also engaged in discussions within the 
"Depression" subreddit, highlighting a significant 
association between depression and suicide. This 
underscores the crucial role of detecting early signs 
of depression to facilitate timely intervention and 
mitigate the risk of further mental health 
complications. 

 
Additionally, we examined patterns in 

posting times throughout the day to identify 
potential temporal trends. We gathered posts from 
both subreddits and analyzed the distribution of 
posts over a 24-hour period. Our results revealed 
that users were most active at night, with a notable 
peak in posting occurring after midnight, as shown 
in Figure 3. This finding aligns with numerous 
studies that have investigated the link between 
suicidal ideation and insomnia, suggesting that 
persistent insomnia is strongly correlated with an 
increase in suicidal thoughts and behaviors [34-36]. 

 

 
Figure 1: Level of OP/PE in users at risk of suicide 
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Figure 2: Comparison of the ROC curves for the models. 

 

 
Figure 3: Daily distribution of posts related to suicide 

and depression. 

 

 

     

 

Figure 4: Attention given to negation tokens (only a 
subset of the tweets is displayed for readability)  

 

    
 

 

Figure 5: Attention to key words (only a subset of the 
tweets is shown for readability) 

5.5 ATTENTION ANALYSIS 

 
Recent advancements in NLP have been 

significantly driven by the introduction of the 
attention mechanism [11], which has been pivotal 
in enhancing the performance of models across 
various NLP tasks. The self-attention process, a 
cornerstone of the BERT model, is a critical factor 
contributing to its success [37, 38]. In this 
experiment, we conducted a detailed attention 
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visualization analysis to examine and interpret the 
diverse patterns within the attention mechanism. 

 
By plotting the attention of each attention 

head across all layers of the model, we identified 
two prominent patterns. The first pattern involved 
attention directed towards key terms, where specific 
attention heads exhibited a strong focus on 
important tokens. Figures 4-5 showcase this type of 
attention, emphasizing crucial terms such as 
"suicide" and "suicide plan," regardless of their 
positions within the input sequence. The second 
pattern involved attention directed at negation 
tokens. Negation is particularly important because 
it can significantly alter the meaning of a text. 
Certain attention heads were observed to 
specifically focus on negation tokens, effectively 
capturing various negation words, regardless of 
their position within the sequence. As depicted in 
the figures, a substantial portion of the attention 
weight was assigned to these negation tokens, 
further underscoring their importance in 
understanding the overall meaning of the text. 

 
6. CONCLUSIONS 

This paper proposed an advanced method for 
evaluating suicide risk through the analysis of social 
media posts using BERT. These posts represented 
users' authentic thoughts and behaviors, making 
them more suitable for suicide risk assessments 
compared to traditional, lab-based screening 
methods. Furthermore, social media provided real-
time insights into user behavior, reducing delays in 
treatment intervention. The effectiveness of this 
approach depended on the ability to accurately 
analyze the content of these posts. Traditional 
models, such as CNNs, faced challenges in 
capturing long-range dependencies in such posts, 
which limited their effectiveness. In contrast, our 
BERT-based model, utilizing the transformer 
architecture and self-attention mechanism, 
efficiently captured these long-range dependencies. 
Experiments conducted on the suicide risk 
assessment dataset revealed that our method 
significantly outperformed the baseline CNN model. 
While the proposed model exhibits strong 
performance, there is a need for further research to 
integrate it into a comprehensive system for 
identifying users at higher suicide risk. One 
promising direction is to utilize the model to 
generate a list of high-risk individuals, alerting 
healthcare providers for timely intervention. In this 
scenario, the model could flag relevant posts, 
thereby enabling professionals to conduct more 
efficient screenings. Additionally, integrating data 

from additional sources, such as broader social 
media behavior patterns, could further enhance the 
accuracy and reliability of suicide risk assessments. 
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